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EXECUTIVE SUMMARY 
HPE SimpliVity 380 Gen10 is an enterprise-grade hyperconverged platform that is designed and optimized for the virtualized environment, 
speeds up application performance, improves efficiency, resiliency, and restores VMs in seconds. 

The HPE SimpliVity System is a 2U rack-mounted building block that delivers server, storage, and networking services all-in-one. All of this 
comes at a fraction of the cost, and an extreme reduction in complexity, compared to a traditional infrastructure stack. It is the first  
hyperconverged platform to include native data protection, data efficiency, performance acceleration, and global unified management. All are 
delivered with HPE SimpliVity’s core enabling technology, and the Data Virtualization Platform (DVP). 

This Reference Architecture provides specific examples of HPE SimpliVity 380 configurations that support real-world Microsoft® SQL Server 
deployments in virtualized environments; deployments that meet the reliability, performance, scalability, and data protection requirements of 
the medium size-to-large enterprise. It also highlights the unique benefits of HPE SimpliVity that complement and enhance SQL Server. 

This Reference Architecture is based on performance and feature-based tests conducted for SQL Server on HPE SimpliVity. The results 
illustrate the benefits of running Microsoft SQL Server on HPE SimpliVity. 

The goal of the testing was to show the performance and functionality of HPE SimpliVity as the base platform for production customer SQL 
Server environments. The following are the benefits of utilizing HPE SimpliVity for SQL Server solutions: 

• Fully integrated system: Consolidated and single management of compute, storage, and data protection of SQL Server infrastructure. 

• Scale-out architecture: The system can scale-out by adding additional nodes to an existing deployment, while the application remains 
online. 

• Accelerated data efficiency: OmniStack’s inherent data efficiencies enabled rapid backup and restoration without impairing the operation 
or performance of the SQL Server database. 

• Built-In data protection: Native backup and restore capabilities eliminated the need for special-purpose data protection applications or 
appliances. 

• Disaster recovery solution: HPE SimpliVity RapidDR is a Data Recovery (DR) orchestration tool for HPE SimpliVity platforms to automate 
the failover and failback of a pre-configured set of virtual machines, from a production site to a recovery site. 

• Fast and efficient pre-production deployment: HPE SimpliVity data virtualization platform performs inline deduplication, compression, 
and optimization at inception before data hits the disk. Since you no longer have multiple copies of development data there is no need to 
increase volumes of storage for rapid application development. The efficiency of the software development lifecycle can be improved by 
rapidly cloning existing production environments for use by development teams. 

• Global Unified Management: OmniStack’s VM-centric approach simplifies administrative tasks such as configuring backup policies. 

Target audience: The document is aimed at Database Administrators (DBAs), Architects, or anyone responsible for managing database 
availability performance, and their infrastructure counterparts. This includes individuals who work with VMware®, data center operations, and 
data protection. 

Document purpose: The purpose of this document is to describe a Reference Architecture, highlighting recognizable benefits to technical 
audiences. 

This Reference Architecture describes solution testing performed in June 2020. 

SOLUTION OVERVIEW 
HPE SimpliVity 380 hyper-converged infrastructure is designed from the ground up to meet the increased efficiency, management, data 
protection demands of today’s data-intensive, and highly virtualized IT environments. The HPE SimpliVity 380 solution provides a scalable, 
modular, and 2U building block of x86 resources that offers all the functionality of traditional IT infrastructure – in one device. It assimilates 
storage, compute, hypervisor, real-time deduplication, compression, and optimization along with comprehensive data management, data 
protection, and disaster recovery capabilities. 
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Four (4) HPE SimpliVity 380 Gen10 Nodes were configured with both 10GbE and 1GbE interfaces. Redundant cabling (Figure 1) was used to 
protect against interface or facility failures. In a production environment, the best practice is to deploy multiple network switches in a redundant 
configuration to protect against the loss of a single network switch. 

Figure 1 shows the HPE SimpliVity 380 four Nodes network connectivity diagram.  

 

FIGURE 1. HPE SimpliVity federation – four-node network connectivity diagram 

A common deployment for HPE SimpliVity 380 Gen10 is a two-site environment, in which HPE SimpliVity 380 Gen10 systems are deployed 
in each of two data centers and connected within the same federation. This configuration provides high availability and local backup 
recoverability at each site. It also delivers elegant disaster recovery and simplified management as the HPE SimpliVity systems and all 
associated VMs are managed from a single user interface pane within the VMware vCenter™ Server management Web Client.  
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SOLUTION COMPONENTS 
This section briefly describes the key components of the solution. 

HPE SimpliVity 380 Gen10 Node 
HPE SimpliVity 380 Gen10, based on the HPE ProLiant DL380 Gen10 Server is a compact, scalable 2U rack-mounted building Gen10 block 
that delivers server, storage, and storage networking services. Adaptable for diverse virtualized workloads, the secure 2U HPE ProLiant DL380 
Gen10 delivers world-class performance with the right balance of expandability and scalability. It also provides a complete set of advanced 
functionality that enables dramatic improvements to the efficiency, management, protection, and performance - at a fraction of the cost and 
complexity of today’s traditional infrastructure stack. 

Figure 2 shows the HPE SimpliVity 380 Gen10 Node. 

 

FIGURE 2. HPE SimpliVity 380 Gen10 Node 

HPE SimpliVity 380 Gen10 supports Intel® Xeon® Scalable Processors 8 to 22 cores selectable with 1 or 2 CPU options, memory ranging 
from 144 GB up to 1.5 TB per node, 1 GB 4 Port LOM embedded, 10Gb or 25Gb 2 Port FlexLOM and following storage options. Every HPE 
SimpliVity 380 Gen10 Node comes with HPE OmniStack Accelerator Card (OAC) for data deduplication and compression. Refer to HPE 
SimpliVity 380 Gen10 QuickSpecs document for more and recent information. 

HPE SimpliVity comes with two All-Flash Storage options - 4000 and 6000 Series with different capacity points: 

• Extra Small (XS) - 5 x 960 GB SSD Kit (RAID-5) 

• Small (S) - 5 x 1.92TB SSD Kit (RAID-5) 

• Medium (M) - 9x 1.92 TB SSD Kit (RAID-6) 

• Large (L) - 12 x 1.92 TB SSD Kit (RAID-6) 

• Extra Large (XL) – 12 x 3.84 TB SSD Kit (4000 Series only) (RAID-6) 

Both the series come with two (2) 300 GB SATA HDD located on the rear side and they are used as boot drives, supporting RAID-1. 
 

NOTE 
Dual socket configurations may be required to achieve some capacity points. 

The 4000 series All-Flash is ideal for customers who have read-intensive or typical read/write mixed workloads. The 6000 series All-Flash is 
ideal for customers who have high performance mixed workloads with read and write intensive requirements. 

The Extra Small (XS) and Small (S) solutions are very suitable for SMB (Small and Medium Business) and ROBO (Remote Office/Branch 
Office) customers who have lower compute needs and are looking for an affordable hyperconverged solution. The Extra Large (XL) 
configuration is ideal for customers with high storage capacity workloads or who need a backup hub for distributed environments. Additional 

https://h20195.www2.hpe.com/v2/GetDocument.aspx?docname=a00021989enw
https://h20195.www2.hpe.com/v2/GetDocument.aspx?docname=a00021989enw
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PCI Adapters can be added using a secondary riser and it can support up to three (3) PCI adapters such as 1 GB, 10 GB, 25 GB Ethernet 
adapters, and 16 GB, 32 GB Fibre Channel HBA cards for external storage connectivity. For customers with high-end graphics needs, HPE 
SimpliVity 380 Gen10 also supports one NVIDIA® Tesla M10 GPU Accelerator card, HPE NVIDIA Tesla P40 24 GB Computational 
Accelerator, or NVIDIA Tesla T4 16GB module using a secondary riser. 

Hardware 
Table 1 and Table 2 show the hardware solution components. 

TABLE 1. Solution components for HPE SimpliVity 380 Gen10 Node 

Hardware Sizing 

HPE SimpliVity 380 Gen10 Node – Series 6000 2 Nos 

Memory 768 GB per node 

CPU Intel® Xeon® Gold 6142 CPU @ 2.60 GHz core 2 CPU sockets with 16 cores per socket 

64 logical processors with Hyperthreading enabled 

Networking Storage and Federation: 10GbE switches Management: 1GbE/10GbE switches 

HPE OmniStack 4.0.1 

 

TABLE 2. Solution components for HPE ProLiant DL560 Gen10 Server 

Hardware Sizing 

HPE ProLiant DL560 Gen10 Server 1 Nos 

Memory 512 GB per node 

CPU Intel® Xeon® Gold 6148 CPU @ 2.40 GHz core 4 CPU sockets with 20 cores per socket 

Networking 1GbE/10GbE switches 

 

Software 
Table 3 shows the operating system that was used for the solution. 

TABLE 3. Solution components - Software 

Software Release 

Microsoft Windows Server® 2019 Datacenter Edition (x64) 

VMware vSphere® (ESXi) ESXi-6.5.0-20191203001 (15177306) / vCenter 6.7 

Red Hat® Enterprise Linux 8.1 

 

Application software 
Table 4 shows the management and application software that was used for the solution.  

TABLE 4. Solution components – Application 

Software Release 

Microsoft SQL Server 2019 Developer Edition RTM 

HPE SimpliVity Plug-in for vSphere 4.0.1.444 

RapidDR 3.1.1.20 
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BEST PRACTICES AND CONFIGURATION GUIDANCE FOR THE SOLUTION 
HPE SimpliVity OmniStack Host BIOS 
Following BIOS setting (available by default) has been set on all HPE SimpliVity Nodes: 

• HPE Power Profile—Maximum Performance 

• CPU Hot-Add DISABLED 

• Enable the lock pages in Memory 

VMware vSphere 
The following settings were used for virtual machines: 

• SCSI adapters (Use VMXNET3 adapters) were created for VM disks with paravirtual (PVSCSI) drivers. Each disk (OS, data, log, tempdb) 
was assigned a separate SCSI adapter 

• Enable Jumbo frames (9000 MTU) on vSwitch for storage and federation and 1500 MTU on vSwitch for management for all four nodes 

• As a best practice, data and transaction log files were placed on separate volumes 

• Block Size - 8 KB 

Microsoft SQL Server 2019 
All SQL Server instances were configured with the below configurations: 

• Maximum Degree of Parallelism (MAXDOP) for instance and OLTP databases is set to 1 

• Multiple tempdb data files created after installation 

• Max server memory set to allow the OS to have operational memory 

• Allow Instant File Initialization (service account given “Perform Volume Maintenance Tasks”) to enable faster database file creation 

Network configuration 
This section describes the network configuration that was deployed in this Reference Architecture. 

HPE SimpliVity deployment networks 
HPE SimpliVity deployment network usually contains four (4) networks known as, Management network, VM network, Federation network, 
and Storage Network. The Federation and Storage networks always use a 10GbE interface, and the Management and VM networks may 
either use a 10GbE network or 1GbE network, based on application workload needs. 

NOTE 
HPE SimpliVity 380 Gen10 node supports 10/25GbE – 2 Port FlexLOM as well. If a production workload needs higher bandwidth, 10/25GbE 
could be ordered instead of 10GbE – 2 Port FlexLOM. 
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Figure 3 depicts the configuration used in this Reference Architecture, where a SQL Server client-side network is connected to a 10Gbe 
Network port group called VM Network – 2. 

 

FIGURE 3. HPE SimpliVity 380 Gen10 Node – Network configuration 

The storage network handles the below traffic: 

• VMware datastore access to VMs 

The Federation network handles the below traffics: 

• Communication between HPE SimpliVity Nodes within an HPE SimpliVity Cluster 

• VM replication between HPE SimpliVity Nodes within an HPE SimpliVity Cluster 

• If network route available, VM level backup traffic goes between HPE SimpliVity Clusters via federation network within an HPE SimpliVity 
Federation 

NOTE 
Backup traffic by default is transported over the Federation network if a network route is available between the Federation networks of  
HPE SimpliVity hyperconverged nodes. If there is no route available, which is generally the case with remote data centers, the backups are 
transported over the Management network. Therefore, based on the backup schedules and rate of change of data on the VMs being 
protected, sufficient bandwidth should be available on the management network. 

USE CASE 1: DEPLOYING PRE-PRODUCTION SQL VIRTUAL MACHINES IN SECONDS FOR 
TEST AND DEVELOPMENT ENVIRONMENTS 
Pre-production SQL workloads also benefit from OmniStack’ s inherent data efficiencies and Global Unified Management capabilities. With 
HPE SimpliVity, system administrators can clone VMs in just seconds, with a few mouse clicks, to easily spin up SQL QA, test, or dev 
environments. OmniStack performs inline deduplication, compression, and optimization at inception, before data hits the disk, eliminating 
redundancy, overhead, and making optimal use of storage capacity. 
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Figure 4 shows the flow to deploy a pre-production VM using HPE SimpliVity’s clone virtual machine method. 

 

FIGURE 4. HPE SimpliVity cloning 

HPE SimpliVity allows you to clone virtual machines using the application-consistent or crash-consistent clone method. The following are the 
steps to clone a VM: 

1. Right-click on the VM to be cloned. 

2. Click the All HPE SimpliVity Actions. 

3. Click the Clone Virtual Machine. 

4. Enter the name for the Clone virtual machine. 

5. Click Next. 

6. Select the Application consistent radio button and then select Microsoft Volume Shadow Copy Service (VSS) or Crash consistent 
radio button depending on the type of backup needed. 

7. Click FINISH. 

USE CASE 2: DATA PROTECTION AND DISASTER RECOVERY 
HPE Simplivity VM-centric backups 
An HPE SimpliVity VM-centric backup creates a full independent logical copy of the virtual machine. There is no link or dependency on the 
original VM; therefore, operations on the original VM do not affect the backup or the restored copy of the VM. HPE SimpliVity VM-centric 
backups are extremely quick because they were designed into the platform to keep backups simple while maintaining performance. The 
backup set is deduplicated and compressed within the Data Virtualization Platform (DVP). With local backups, no data is moved; only a copy 
of the metadata is created with pointers to the original data. For remote backups, unique blocks of data, which are not available at the remote 
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location (not specific to the last VM backup, but unique blocks compared to all other data available at the remote DC) are copied to the HPE 
SimpliVity Nodes in the remote data center. This makes replication to remote locations a simple and cost-effective way to improve the quality 
of your Disaster Recovery (DR) strategy. The need for additional DR components, such as WAN optimizers and secondary software 
eliminated, significantly reduces upfront capital expenses associated with costly legacy backup solutions. 

HPE Simplivity RapidDR 
HPE SimpliVity RapidDR is a DR orchestration tool for HPE SimpliVity platforms to automate the failover and failback of a pre-configured set of 
virtual machines, from a production site to a recovery site. 

HPE SimpliVity RapidDR solution simplifies and accelerates offsite disaster recovery through automation. It is built on the inherent HPE 
SimpliVity HyperProtected and HyperSimple capabilities, confirming to customer SLAs around Recovery Point Objectives (RPOs) and reducing 
Recovery Time Objectives (RTOs) from days or hours to minutes. It can be used in the event of a disaster to efficiently protect enterprise 
datacenters, regional sites, remote offices, or branch offices even over bandwidth-constrained WAN links. 

Figures 5 and 6 are the results of the Failover and Failback times of two SQL VMs with a database size of 6.4 TBs on each VM. 

 

FIGURE 5. RapidDR recovery plan failover summary 
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FIGURE 6. RapidDR recovery plan failback summary 

Table 5 shows the RapidDR recovery plan failover failback summary. 

TABLE 5. RapidDR recovery plan failover failback summary 

VMS Database size RTO (MM: SS) 

Failover 12.8 TB 01:21 

Failback 12.8 TB 01:10 

 

Using RapidDR, users can: 

• Create recovery plan: Create a failover/failback recovery plan to protect the virtual machine in the primary site. Create a recovery 
configuration and save the recovery configuration file for use later if a disaster occurs. 

• Modify recovery plan: Edit a previously saved recovery plan configuration file. 

• Test failover/failback plan: Test your recovery configuration. 

• Execute failover/failback plan: Execute the recovery configuration to recover the specified site environment.  

See Resources and additional links for more information about SimpliVity RapidDR. 

USE CASE 3: PERFORMANCE TESTING 
CAPACITY AND SIZING 
The testing configuration began with one HPE SimpliVity system for a scale-up scenario, where a single VM containing the SQL database was 
used to test the performance. The VM size was periodically increased, and the performance was noted until it reached a point where there 
was no performance improvement. 
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For scale-out testing, the VM with the optimal performance obtained from the scale-up tests was used. The tests were started with the single HPE 
SimpliVity Node and more nodes were added to the existing ones as the testing progressed. Performance while the addition of compute only nodes to 
HPE SimpliVity Nodes was also noted during the scale-out tests. 

An OLTP style workload was used to evaluate all the test cases: scale-up, scale-out. Four (4) database sizes, approximately 100 GB, 200 GB,  
400 GB and 800 GB were used. Databases were created with enough disk capacity to accommodate their growing size when running tests. 

Scale-up scenario 
The purpose of this test case was to determine how SQL Server scales-up when CPU and memory resources were added incrementally. A 
single SQL Server virtual machine scaled from 4 vCPUs and 36 GB RAM to 32 vCPUs and 288 GB RAM. The goal was to determine if the 
HPE SimpliVity System delivers predictable linear scalability of the SQL Server VM, up to the maximum VM size on a single HPE SimpliVity 
System host. 

During testing, CPU usage and disk latency thresholds were monitored and the load on Microsoft SQL Server was gradually increased until 
CPU utilization was around 90% or disk latency exceeded a 15 MS threshold, thus ensuring nominal application performance to the 
applications connecting to the SQL Server databases. To scale the testing up, the number of simulated users was increased as the VM size 
increased. For the smallest virtual machine configuration, a 20-user workload was used; and for the largest configuration, 100 users were 
simulated to drive the workload transactions. 

SQL 2019 on Microsoft Windows 2019 
Table 6 shows the SQL Server VM configurations, database sizes, and batch requests/sec results for the scale-up test case. 

TABLE 6. Scale-up VM sizes and batch requests/sec 

VM Core/memory Database size Batch requests/sec 

4 vCPU/36 GB RAM 200 GB 6296 

8 vCPU/72 GB RAM 200 GB 13068 

16 vCPU/144 GB RAM 200 GB 23124 

32 vCPU/288 GB RAM 800 GB 36650 

 

Figure 7 shows the performance results obtained for batch requests per second on a relative scale, for a Windows VM. The graph shows that 
there were linear incremental gains in performance when SQL Server virtual machine resources were scaled up. As the SQL Server virtual 
machine grew, the performance of the SQL Server instance scaled very predictably and linearly. 

 

FIGURE 7. Scale-up performance result - Windows 
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SQL 2019 on RHEL 
Table 7 shows the SQL Server VM configurations, database sizes, and batch requests/sec results for the scale-up test case. 

TABLE 7. Scale-up VM sizes and batch requests/sec 

VM Core/memory Database size Batch requests/sec 

4 vCPU/32 GB RAM 100 GB 6550 

8 vCPU/64 GB RAM 200 GB 11600 

16 vCPU/128 GB RAM 400 GB 20100 

32 vCPU/265 GB RAM 800 GB 26200 

 

Figure 8 shows the performance results obtained for batch requests per second on a relative scale, for an RHEL VM. The graph shows that 
there were linear incremental gains in performance when SQL Server virtual machine resources were scaled up. As the SQL Server virtual 
machine grew, the performance of the SQL Server instance scaled very predictably and linearly. 

 

FIGURE 8. Scale-up performance result - RHEL 

Scale-out scenario 
The purpose of this test case was to determine how SQL Server scales out when additional HPE SimpliVity or Compute nodes were added 
incrementally. The scale-out tests started with a single HPE SimpliVity Node and additional nodes were added as the tests progressed. An 
additional compute node (HPE ProLiant DL560) was also added to the existing HPE SimpliVity Nodes to understand how the system scales-
out when the workload demand was increased. 

A VM configuration with 8 vCPU and 72 GB memory was chosen with a database size of approximately 200 GB. An average of 30 users was 
used to drive the workload on each SQL Server VM. 

To start with, two (2) VMs of the above configuration was deployed on a single HPE SimpliVity System. Then the HPE SimpliVity System 
Federation was expanded by adding additional HPE SimpliVity Nodes and compute nodes. Two (2) VMs of the same config was deployed on 
all the available nodes and the system performance was monitored. 
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SQL 2019 on Windows 
Table 8 shows the observations of scale-out tests in terms of batch requests/sec, when the load was increased and additional HPE SimpliVity 
nodes and Compute only nodes were added to accommodate the demand. 

TABLE 8. Scale-out results on Windows 

Nodes Database size Batch requests/sec 

1 SimpliVity Node 200 GB 26352 

2 SimpliVity Nodes 200 GB 47539 

2 SimpliVity + 1 Compute only 
node (DL 560) 

200 GB 57035 

 

Figures 9 and 10 show the graphical representation of the scale-out performance. 

 

FIGURE 9. Scale-out performance result 

SQL 2019 on RHEL 
Table 9 shows the observations of scale-out tests in terms of batch requests/sec, when the load was increased and additional HPE SimpliVity 
nodes and Compute only nodes were added to accommodate the demand. 

TABLE 9. Scale-out results on RHEL 

Nodes Database size Batch requests/sec 

1 SimpliVity Node 200 GB 20450 

2 SimpliVity Nodes 200 GB 39820 

2 SimpliVity + 1 Compute only 
node (DL 560) 

200 GB 54640 
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FIGURE 10. Scale-out performance result 

Testing showed that batch requests/sec almost doubled for 2+1 (2 HPE SimpliVity + 1 Compute) configuration without an increase in 
latency. The HPE SimpliVity System performance scaled proportionally to the demand for the additional workload. 

USE CASE 4: SQL ALWAYS ON AVAILABILITY GROUPS 
SQL Server availability groups  
SQL Server Always On availability groups are the flagship availability feature within the enterprise edition of the SQL Server database 
platform. Availability Groups are intended to enable more control over the high availability and disaster recovery aspects of enterprise 
databases.  

Availability groups enhance the availability features of SQL Server to improve benefits around:  

• Leveraging Windows Server® Failover Clusters (WSFC) to perform failovers—without the shared storage requirement.  

• Combining synchronous and asynchronous data mirroring for architectural flexibility.  

• Logically grouping specified databases into an availability group.  

• Allowing secondary replicas to perform read-only activities, such as reporting queries and backups, to reduce the load on the primary 
replica.  

• Providing a straightforward solution for multi-subnet failover and failback processes.  

An availability group can logically group application-dependent databases into one logical unit that failover together in mere seconds, 
ensuring that the outage is kept to a minimum. An Availability Group includes one primary replica node and up to eight secondary replicas. 
An Availability Group fails over to another replica, which can be at either the primary data center or in a secondary data center.  

Each availability group replica is configured for either synchronous- or asynchronous-commit mode. Synchronous-commit mode forces SQL 
Server to wait for all replicas to commit a transaction to disk before acknowledging that the command has completed successfully to the 
application. Asynchronous-commit mode does not wait for the acknowledgment of a successful commit from the secondary replicas before 
returning an acknowledgment to the application.  

Each availability group can be configured with a listener, which the application can connect to. The availability group listener’s DNS entry 
stays the same, and no application connection string changes are required for the application to reconnect after failover. Failover to a 
secondary subnet at a disaster recovery site will not cause a change to the connection string, as the architecture can accommodate multi-
subnet failovers by updating the listener DNS entry accordingly.  

For more information about availability groups, read more at msdn.microsoft.com/en-us/library/hh510230.aspx.  
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HPE OmniStack in SQL Server availability groups  
SQL Server Availability Groups complement HPE OmniStack’s data protection features, providing accelerated failover in the event of planned 
or unplanned outages.  

To improve the availability of all the databases in a single data center, Availability Group replicas can be placed on individual HPE SimpliVity 
Nodes. A single host failure can trigger an Availability Group failover to another protected replica on another HPE SimpliVity Node; the 
outage window is now measured in seconds instead of minutes.  

While the databases are protected at the primary data center, the disaster recovery strategy for data can also be enhanced by extending an 
Availability Group from the primary site to asynchronous replicas running at a secondary data center. This disaster recovery feature can be 
used on its own or in combination with highly available replicas at the primary data center.  

The added flexibility of Availability Groups on HPE OmniStack means an organization can leverage individual features of both HPE 
OmniStack and SQL Server to design a business continuity strategy that best aligns with the organization’s specific business. 

Solution overview  
Through many detailed and rigorous lab tests, HPE SimpliVity has developed and validated a technical white paper for deploying and 
managing Microsoft SQL Server on the HPE SimpliVity hyper-converged infrastructure. This paper provides the high-level details of the 
solution and describes the detailed testing methodology and results. Refer to, 
https://h20195.www2.hpe.com/v2/Getdocument.aspx?docname=a00053626enw. 

As part of this Reference Architecture, a functional test of SQL AAG was performed. Two clusters (Cluster1 and Cluster2) with two (2) HPE 
SimpliVity Nodes each were used for this exercise.  

 

FIGURE 11. Functional test of SQL AAG 

Perform the following steps to test the functionality: 

• Build SQL AAG on Windows 2019 or RHEL with multiple replicas (Refer to Figures 12 and 13) 

• Primary and secondary replica to be hosted in Cluster1 

• Third and fourth replica to be hosted on Cluster2 

• Fourth replica to be configured with a sync 

• Simulate failure and verify the role of a failover from primary to secondary 

  

https://h20195.www2.hpe.com/v2/Getdocument.aspx?docname=a00053626enw


Reference Architecture Page 17 

 

 

• Verify if the sync replication happens from primary to secondary 

• Now bring down Cluster1 and see if Cluster2 VM can serve the SQL requests 

 

FIGURE 12. SQL AAG on Windows 2019 

Figure 13 shows the SQL AAG on RHEL. 

 

FIGURE 13. SQL AAG on RHEL 
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SUMMARY 
HPE SimpliVity’s OmniStack hyper-converged infrastructure provides a highly resilient and scalable operating environment for SQL Server 
2019 across a wide variety of use cases. Our testing confirmed OmniStack meets stringent performance and availability requirements 
associated with a range of OLTP workloads. 

Our testing highlighted some of the key advantages of the HPE SimpliVity solution including: 

• Fully integrated system: Consolidated and single management of compute, storage, and data protection of SQL Server infrastructure. 

• Scale-out architecture: The system can scale out by adding additional nodes to an existing deployment, while the application remains 
online. 

• Accelerated data efficiency: OmniStack’s inherent data efficiencies and enabled for rapid backup and restoration without impairing the 
operation or performance of the SQL Server database. 

• Built-In data protection: Native backup and restore capabilities eliminated the need for special-purpose data protection applications or 
appliances. 

• Global Unified Management: OmniStack’s VM-centric approach simplified administrative tasks such as configuring backup policies. 

The Reference Architecture described in this paper serves as a blueprint for implementing SQL Server 2019 on  
HPE SimpliVity hyper-converged infrastructure. In a real-world scenario, the distinct datacenters depicted in the Reference Architecture 
would be geographically distributed to enable disaster recovery and business continuity. Individual nodes within a data center would be 
scaled incrementally to meet specific customer requirements. 

Implementing a proof-of-concept 
As a matter of best practice for all deployments, Hewlett Packard Enterprise recommends implementing a proof-of-concept using a test 
environment that matches as closely as possible the planned production environment. In this way, appropriate performance and scalability 
characterizations can be obtained. For help with a proof-of-concept, contact an HPE Services representative 
(hpe.com/us/en/services/consulting.html) or your HPE partner. 

APPENDIX A: BILL OF MATERIALS 
The following BOMs contain electronic license to use (E-LTU) parts. Electronic software license delivery is now available in most countries. 
Hewlett Packard Enterprise recommends purchasing electronic products over physical products (when available) for faster delivery and for 
the convenience of not tracking and managing confidential paper licenses. For more information, please contact your reseller or a Hewlett 
Packard Enterprise representative. 

 

NOTE 
Part numbers are at the time of publication/testing and subject to change. The bill of materials does not include complete support options or 
other rack and power requirements. If you have questions regarding ordering, please consult with your Hewlett Packard Enterprise Reseller or 
Hewlett Packard Enterprise Sales Representative for more details hpe.com/us/en/services/consulting.html. 

Table A1 shows the bill of materials. 

TABLE A1. Bill of materials (per HPE SimpliVity 380 Gen10 Node) 

Product# Qty Product Description 

Q8D81A 1 HPE SimpliVity 380 Gen10 Node 

Q8D81A 001 1 HPE SimpliVity 380 Gen10 VMware Solution 

826880-L21 1 HPE DL380 Gen10 Intel Xeon-Gold 6142 (2.6GHz/16-core/150W) FIO Processor Kit 

826880-B21 1 HPE DL380 Gen10 Intel Xeon-Gold 6142 (2.6GHz/16-core/150W) FIO Processor Kit 

826884-B21 0D1 1 Factory Integrated 

http://www.hpe.com/us/en/services/consulting.html
http://www.hpe.com/us/en/services/consulting.html
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Product# Qty Product Description 

Q8D88A 2 HPE SimpliVity 384G 6 DIMM FIO Kit 

Q5V86A 1 HPE SimpliVity 380 for 6000 Series Small Storage Kit 

873209-B21 1 HPE DL38X Gen10 x8/x16/x8 PCIe NEBS Riser Kit 

873209-B21 0D1 1 Factory Integrated 

P01366-B21 1 HPE 96W Smart Storage Battery (up to 20 Devices) with 145mm Cable Kit 

P01366-B21 0D1 1 Factory Integrated 

804331-B21 1 HPE Smart Array P408i-a SR Gen10 (8 Internal Lanes/2GB Cache) 12G SAS Modular Controller 

804331-B21 0D1 1 Factory Integrated 

700751-B21 1 HPE FlexFabric 10Gb 2-port 534FLR-SFP+ Adapter 

700751-B21 0D1 1 Factory Integrated 

830272-B21 2 HPE 1600W Flex Slot Platinum Hot Plug Low Halogen Power Supply Kit 

830272-B21 0D1 2 Factory Integrated 

BD505A 1 HPE iLO Advanced 1-server License with 3yr Support on iLO Licensed Features 

BD505A 0D1 1 Factory Integrated 

Q8A68A 1 HPE OmniStack 16-22c 2P Small SW 

733664-B21 1 HPE 2U Cable Management Arm for Easy Install Rail Kit 

733664-B21 0D1 1 Factory Integrated 

867809-B21 1 HPE Gen10 2U Bezel Kit 

867809-B21 0D1 1 Factory Integrated 

826703-B21 1 HPE DL380 Gen10 SFF Systems Insight Display Kit 

826703-B21 0D1 1 Factory Integrated 

733660-B21 1 HPE 2U Small Form Factor Easy Install Rail Kit 

733660-B21 0D1 1 Factory Integrated 

H1K92A3 1 HPE 3Y Proactive Care 24x7 SVC 

H1K92A3 1 HPE R2M HPE iLO Advanced Non-Blade - 3yr Support 

H1K92A3 Z9X 1 HPE SVT 380 Gen10 Node (1 Node) Support 

H1K92A3 ZC0 1 HPE OmniStack 16-22c 2P Small Support 

HA114A1 1 HPE Installation and Startup Service 

HA114A1 5LY 1 HPE SimpliVity 380 HW Startup SVC 

HA124A1 1 HPE Technical Installation Startup SVC 

HA124A1 1 HPE 5LZ HPE SVT 380 for VMware Remote SW St SVC 

 

APPENDIX B: LOG TRUNCATION OF DATABASE AFTER HPE SIMPLIVITY BACKUP 
The PowerShell script is a reference script that performs the log truncation for SQL databases that are in full and bulk-logged recovery mode 
for all SQL Server instances on a host. It runs on the host after the HPE SimpliVity backup is completed to truncate the transaction log. 

#Import the SQLPS Module Import-Module SQLPS 
#Navigate the SQLServer Powershell path. cd SQLSERVER:\SQL\Localhost 
#Loop through each Sql Server instance. foreach($Instance in (Get-ChildItem)) 
{ 
$InstanceName=$Instance.DisplayName 
#Navigate to the Databases in Sql server instance. cd SQLSERVER:\SQL\Localhost\$InstanceName\Databases 
#Loop through each user database of Sql server instance. 
foreach($database in (Get-ChildItem | where {$_.RecoveryModel -ne 'Simple'}) ) 
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{ 
$dbName = $database.Name 
#Truncating the log by taking Log backup to the NUL(anything written to NUL discarded). Backup-SqlDatabase -
Database $dbName -BackupAction Log -BackupFile NUL 
} 
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RESOURCES AND ADDITIONAL LINKS 
HPE Reference Architectures, hpe.com/info/ra 

HPE Servers, hpe.com/servers 

HPE Storage, hpe.com/storage 

HPE Networking, hpe.com/networking 

HPE Storage solutions for Microsoft, hpe.com/us/en/storage/microsoft.html 

HPE Technology Consulting Services, hpe.com/us/en/services/consulting.html 

HPE SimpliVity 380 Gen10 QuickSpecs, https://h20195.www2.hpe.com/v2/GetDocument.aspx?docname=a00021989enw 

HPE OmniStack 4.0.1 admin guide,  
https://psnow.ext.hpe.com/doc/a00097045en_us 

HPE SimpliVity RapidDR 3.1 Guide, https://psnow.ext.hpe.com/doc/a00094624en_us 

Architecting Microsoft SQL Server on VMware vSphere,  
https://www.vmware.com/content/dam/digitalmarketing/vmware/en/pdf/solutions/sql-server-on-vmware-best-practices-guide.pdf 

 

To help us improve our documents, please provide feedback at hpe.com/contact/feedback. 
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https://www.vmware.com/content/dam/digitalmarketing/vmware/en/pdf/solutions/sql-
https://www.vmware.com/content/dam/digitalmarketing/vmware/en/pdf/solutions/sql-server-on-vmware-best-practices-guide.pdf
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